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Overview:
Hardware for HPC



Why is High Performance Computing Necessary Today? SIEMENS
Iug,ev\uffy‘for&‘fe.

Sophisticated geometries
Increase in product complexity Multi-physics/multi-discipline
applications

Need to make design decisions
quickly

Accelerated time-to-market

Simulation-led design
Fast pace of innovation Design space exploration with
simulation
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How Does High Performance Computing Address the Challenges? SJEMENS

Sophisticated geometries
Multi-physics/multi-discipline
applications

Need to make design decisions
quickly

Simulation-led design
Design space exploration with
simulation
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Quickly and easily run complex simulations:

« Use more realistic geometry

« Generate large meshes quickly

* Include complex multi-physics whilst maintaining low turnaround time

* Run simulations on large clusters with thousands of cores

Engineer Innovation

Efficiently run design exploration simulations:

« Easily run simulations jobs on a cluster
«  Submit multiple jobs from a single, easy to use interface

* Run many simulations concurrently for faster time to results

Siemens Digital Industries Software



Hardware Requirements for Simulation SIEMENS
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Cost Effective « Use commodity desktop and server hardware

* Support either Windows or common Linux operating systems
on the desktop
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Hardware Requirements for Simulation SIEMENS
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Cost Effective +  Support common cluster management and queuing software

*  Optimized and validated Message Passing Interface (MPI)
libraries

Easy to Use
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Hardware Requirements for Simulation SIEMENS
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Cost Effective - Data processing ability is determined by the number and
speed of CPUs

- Limited by how fast memory can be accessed - the memory
bandwidth

Easy to Use 50,000
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Hardware Requirements for Simulation SIEMENS
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Cost Effective - Select filesystem and network hardware to maximise data
transfer speed

» Configure hardware to reduce requirements to move data as
much as possible

Easy to Use - Moving data consumes more energy than processing data

and can easily become a bottleneck

Optimized for Data Processing

Minimized Data Movement
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High Performance Computing with Simcenter STAR-CCM+ SIEMENS
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High Performance Computing (HPC) Building Blocks

When selecting hardware for HPC systems, there are
performance considerations for each component:

- CPU
* Memory
- Storage

*  *Interconnect

* Networking between multiple servers

« Tools to manage multiple servers

«  * Cluster Software I

“blade server” commonly used in an HPC cluster

* Interconnect and cluster management
software are not needed for a single workstation
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Deep Dive:
Selecting Hardware for HPC
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CPUs



CPUs - It’s not all about Speed SIEMENS
’hﬁ%ui(y{or(ift

For many years improving CPU performance was achieved by increasing clock
speed

More speed = more power = more heat = speed limits
Making a single CPU run 2x faster requires ~4x more power

Building 2 cores into one CPU only requires 2x as much power
Since 2007, CPU development focused on providing multiple cores on a single
die
Bottlenecks occur when many cores try to access memory, 1/O or interconnect at
the same time

Efficiency of multi-core system highly dependent on memory bandwidth

Memory bus used for communications between cores, in addition to drawing
data into each core for local computations
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CPU SIEMENS
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Rules of Thumb

* Pick a server with 2-Socket Intel Cascade Lake or AMD EPYC processors

- Based on price/power/performance, we recommend AMD EPYC Rome

* Dual AMD EPYC 7702 (64 cores per socket)
Dual AMD EPYC 7552 (48 cores per socket)
Dual AMD EPYC 7502 (32 cores per socket)
Dual Intel Xeon Gold 6252 (24 cores per socket)
Dual Intel Xeon Gold 6248 (20 cores per socket)

+ Simcenter STAR-CCM+ scales well up to 64 cores per CPU

» For Intel CPUs, slower clock speeds and lower per-core memory bandwidth
above 24 cores reduce per-core performance

- AMD EPYC has more memory bandwidth and large L3 cache, scales well to 64
cores per CPU
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CPU Tuning

Rules of Thumb

- Always use the high performance BIOS (Basic I/O System) recommended by your OEM

Set for maximum performance
Energy Saving - OFF
Don't let CPU's spin up and down

* Turbo Boost - ON

Intel CPUs can dynamically increase their clock speed for computationally intensive tasks
Enabling Turbo mode will usually result in higher application performance
1.5 - 2.2x performance improvement seen with Turbo on Intel Cascade Lake CPUs

* Hyper-Threading/Simultaneous multithreading (SMT) — OFF or test

Page 16

CPUs can present the operating system with two virtual cores for each physical core
i.e. a 16 core chip will appear to be 32 cores

If additional licenses are not needed (Power On Demand or Power Sessions) consider
testing Hyper-Threading

If per core licenses are needed, turn Hyper-Threading off

adding cores gives a better cost/benefit

AMD SMT may increase performance

Intel hyper-Threading is job dependent and will often be slower

2020-02-26
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Turbo Boost SIEMENS

Increased performance and scaling improvement lngenuity for ife
Turbo improves scaling and delivers a (ug 12s -1 6x
1.16 - 2.2x speed up = '
Example (right) of improved turbo E 8s
boost performance: é
- Simcenter STAR-CCM+ v12.06 515 4s
mixed precision @ I ~Ox
< ] L
*  Le Mans car, 104M cells, coupled CORES 120 240 480 960 1,920
solver Turbo On 8.2s 4.1s 2.1s 1.0s 0.5s
® Turbo Off 13.0s 6.7s 3.8s 1.9s 1.0s
* Intel Gold 6148 CPU 1.920 - ot 100%
+ 2.40 GHz — 3.7 GHz clock speed Turbo On - ==
1.440 - Turbo Off - 75%
« 20 cores per processor o — — Ideal (100% scaling) o
* 2 processors per node 2 960 - - 50% §
- 128 GB Memory & 3
480 - - 25%
0 === : : : 0%
0 480 960 1,440 1,920
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Core Counts Per Node SIEMENS

’0\3&0«45\‘7 for Ufa
AMD EPYC Rome 2019
128 - ® | AMD 7702
Beyond Moore’s Law:
Transistor counts double every ~2.5 years
Core counts double every ~3 years ol
96 - ® | AMD 7552 |
w i
S AMD EPYC 2017 .~
z o
o 64 - AMD 7601 | .-"® | AMD 7472
L Pt
n_ ’//
7 Pt @1 Intel 6152/6252
'E'rJ - ® | Intel 6148/6248
) Intel E5.2698 v3 . é o | Intel 6142/6252
o 2 - -2698v38 - °
3 Intel E5-2697 v3 -~~~ ntel E5.2697A v Intel Skylake 2017
=" nte - \"/
Intel E5-2680 ___---~ Cascade Lake 2019
|nt9| X5670 —————————————— |I‘Ite| E5'2690 V4
Intel X5560  ______oo---mTTTTT Intel E5-2680 v1
0 “AMD 2222 SE | | | | |
2008 2010 2012 2014 2016 2018 2020
YEAR Source: sample of Siemens CFD Clusters (2008 - 2019)
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AMD EPYC



AMD EPYC Rome CPUs SIEMENS
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Next generation AMD EPYC CPUs deliver increased
performance

Based on the FinFET 14/7nm Zen architecture:

More cores per node for the same price

1.3-3.2x cores = ~1.7-2.2x speed up (vs Intel)

Scales from 32 to 128 cores

Memory bandwidth Higher is Better Simcenter STAR-CCM*+ is certified on AMD
+ 1.33x increase over Intel Cascade Lake, supporting  EpPYC CPUs

a larger number of cores per CPU S
Much larger L3 cache - EPYC Rome benchmark data is significantly

Improved AVX2 performance faster than Intel Cascade Lake
Power consumption < Lower is Better
Per core power continues to decline

« 32-64 core EPYC Price/performance is better

Simcenter STAR-CCM+ scales very well up to 64 cores than Intel Cascade Lake CPUs
per CPU
+ 32-64 cores a good choice for price/performance/power Simcenter STAR-CCM-+ supported on

Windows and Linux, uses AVX 2 vectorization
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AMD EPYC Rome vs Intel Cascade Lake SIEMENS

Price/Performance lngenuity for Life
. Cores Perf/Cost***
y node relative to Intel 6248
Intel Xeon Gold 6248 192GB RDIMM 150 w 100 1.00 1.00
2.5GHz, 27MB Cache 2933MT/s
Intel Xeon Platinum 8260 192GB RDIMM 165 w 111 124
2.4GHz, 36MB Cache 2933MT/s
2.4GHz, 128MB Cache 3200 MT/s
AMD EPYC 7552 512GB RDIMM 500 138 203
2.2GHz, 256MB Cache 3200 MT/s
AMD EPYC 7702 512 GB RDIMM 200 w 128 185 2922 1.2
2.0GHz, 256MB Cache 3200 MT/s
Lower is Higheris  Loweris Higheris Higher is
better better better better better

* Cost comparison based on typical OEM list prices, consult your vendor for accurate pricing information

** Performance comparison based on Simcenter STAR-CCM+ performance benchmark suite. Customers should test with their own workloads to understand performance and scaling.

*** Price performance comparison based on single node/server, with higher number of cores per node overall cluster costs will be lower

Unrestricted © Siemens 2020
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EPYC Rome Servers SIEMENS
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Most OEMs have servers supporting EPYC

Some are purpose built for HPC clusters

NPS = 4

Important note: For maximum performance

- Dense 8 socket, 4 node, 2U (memory bandwidth) NPS should be set to 4
«  Supermicro BigTwin

« Cray CS 500
« Cisco UCS C4200
+ Dell C6525

Other general purpose servers less dense

- 2 socket 1U Supermicro BigTwin4
- HPE Proliant DL385 dual-socket sleds in
2U chassis

More OEMs expected to offer EPYC servers as
demand grows

Unrestricted © Siemens 2020
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Xeon Scalable Processor (Cascade Lake) SIEMENS
Increased performance lngenuity for ife

Next generation Intel CPUs deliver increased performance

Xeon CPU, manufactured using 14nm process

*  Memory bandwidth performance improvement from
Skylake to Cascade Lake is 7% (STREAM TRIAD)

«  Therefore a performance improvement of ~7% is expected
for most STAR-CCM+ cases

Simcenter STAR-CCM+ scales well up to 28 cores per CPU

« 20-24 cores a good choice for price/performance/power

+  Customers often select 6248 (20 core, 2.5 GHz) Simcenter STAR-CCM+ Certified
e SIIEEUEY & AR Gohi trendEEns SSE 2, AVX, AVX2 vectorization supported

AVX-512 not supported
For >63 cores on Windows use Microsoft MPI
(Platform MPI bug limits scaling to 64 cores per node)

Unrestricted © Siemens 2020
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Xeon Scalable Processor (Cascade Lake) SIEMENS

Increased Segmentation lngenuity for Life
Nexthgeneranon Intel Ca§cade Lake CPUs deliver Xeon Xeon Xeon Xeon Xeon
much greater segmentation Bronze | Silver Gold Gold Platinum
Updated LGA 3647 socket 32xx 42xx 52xx 62xx 82xx

* 12 DDR4 DIMM slots, 6 memory channels Highest
Much greater options/segmentation than previous E5 Core 6 16 18 24 28
options G
« Platinum SKUs, highest price CS::cl:Jkets Up to 2 Up to 2 Upto4 | Upto4 Upto 8
«  Gold 62xx SKUs, mid price Max
- Gold 52xx SKUs, lower price Memory 2133 MHz 2400 MHz 2666 MHz}2933 MHz] 2933 MHz
Speed

Bronze, Silver lower performance not recommended

Customers likely to select Gold 62xx based on

price/performance Cascade Lake AP (Platinum 92xx), 32-56 cores

has not been tested with Simcenter STAR-CCM+

Power/thermal/price/performance
may not be favorable
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Cascade Lake Servers SIEMENS
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Example Server: Dell C6420, 4 x 2 socket
All OEMs have servers supporting Cascade Lake _ _
« 4 dual-socket sleds in 2U chassis

Some are purpose built for HPC clusters: « Liquid Cooling (CoolIT) option for energy efficiency
- Dell «  25Gbps Ethernet, InfiniBand, and Intel OmniPath

connectivity options
- HPE yop

* Lenovo

__Gray-{rowHPE)

*  Supermicro

*  Fujitsu

« Cisco

* Penguin
- ATOS
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Other Intel CPUs and
other vendors



Considering Other Intel CPUs SIEMENS
Or CPUs From Other Vendors lngenuity for Life

Most customers are interested in the best price/performance of their compute systems

Most customers choose the latest Intel Xeon CPUs

AMD EPYC gaining market share due to good price/performance

Simcenter STAR-CCM+ runs on other x86 CPUs
« Older AMD processors (Fangio, Bulldozer, Piledriver)
* Pre-2013 (Ivybridge) Intel Xeon CPUs
- These are supported but not tested or certified

IBM Power or ARM CPUs are not supported

Intel Xeon Phi Knights Landing (KNL) is not recommended
it uses less power but has significantly lower performance than Intel Xeon/AMD EPYC

Page 28 2020-02-26 Siemens Digital Industries Software



Graphics Processing Unit (GPUs) SIEMENS
are Great for Graphics lngenuity for Life

Today, a mid-range graphics card is needed for good visualization with Simcenter STAR-CCM+
Unless you are using ray tracing for visualization

There is no cost/benefit using GPUs to accelerate 3-D, general purpose,
unstructured, Navier-Stokes based CFD codes, including Simcenter STAR-CCM+
It is much more cost effective to add CPUs for additional compute resources

It is still rare to find GPUs on clusters (beyond Viz nodes) n\’l DIA
®

Co-processors are good for problems where data movement is small

e.g. direct, linear solvers of Finite Element stress codes
Data movement to/from the GPU over the Peripheral Component
Interconnect Express (PCle or PCI-E) bus is the major bottleneck
Offloading some specific solvers to co-processors may be useful in the future
e.g. DEM, radiation

We work closely with our hardware partners and will continue to monitor
co-processor performance improvements
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Zone Reclaim Mode SIEMENS
Setto 3 lngenuily for Life

zone_reclaim_mode can have a negative impact on performance, especially with large cases
1 = Zone reclaim on
2 = Zone reclaim writes dirty pages out
4 = Zone reclaim swaps pages

During bootup, zone reclaim_mode is set to 1, if the OS determines that pages from remote zones will

cause a measurable performance reduction
The page allocator will then reclaim easily reusable pages (those page cache pages that are currently not

used) before allocating off node pages

To explicitly enable reclaiming and dirty page write-out: add "vm.zone_reclaim_mode=3" to
/etc/sysctrl.cont.

References:
https://www.kernel.org/doc/Documentation/sysctl/vm.txt
https://www.suse.com/documentation/opensuse121/book_tuning/data/cha_tuning_memory_ numa.html
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Memory SIEMENS
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Rules of Thumb

« CFD/CAE Analysis is typically “memory bound”

+ Solution speed depends heavily on performance and access

to different levels of memory from L1 to disk “
* Random Access Memory (RAM) and cache temporarily store “

data

- Gives CPU fast access to critical data L3 Cache
L2 Cache
+ As you move away from each core

+ Successive layers of memory become bigger _
but also slower L1 Cache

* More cores compete to access the same resource Core

- Data movement can become a bottleneck

Unrestricted © Siemens 2020
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Memory Bandwidth

«  Simcenter STAR-CCM+ solvers very dependent on fast memory
bandwidth both in serial and parallel

« Faster CPU’s (or more cores on one CPU) generally don’t run
Simcenter STAR-CCM+ much faster unless memory bandwidth
increases proportionately

«  Maximum number of cores/CPU that can be utilized effectively is:
« 24 using latest Intel Cascade Lake architecture
* 64 using latest AMD EPYC Rome architecture

- Larger caches usually mean better performance

* Intel Cascade Lake has 27MB - 36MB L3 cache

- AMD EPYC Rome has 128MB - 256MB L3 cache

* One of the contributing factors to significantly better performance for
AMD EPYC Rome

For maximum EPYC Rome performance (memory bandwidth)

NPS should be set to 4

Unrestricted © Siemens 2020
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Recommended maximum cores

64 for AMD EPYC Rome

Per generation of Intel CPUs
24 Sky/Cascade Lake
(SKL/SKY/CSL/CLX)

18 Broadwell v4 (BDW)

Siemens Digital Industries Software



Memory Rules of Thumb SIEMENS
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« Using the fastest Random Access Memory (RAM) available is one of the most cost-effective ways
to boost system performance

- Always use the best performing dual in-line memory module (DIMM)
- Pick a DIMM Size (8GB, 16GB or 32GB)
» Intel Cascade Lake has 6 channels, 3 memory controllers per CPU
«  AMD EPYC has 8 channels, 4 memory controllers per CPU
* Use 2 memory sticks per memory channel
« Not having balanced memory in all channels can significantly impact performance
+ 12 x 16 GB (192 GB total) is typical for Intel
« 16 x 16 GB (256 GB total) is typical for AMD EPYC

+  Use Registered (RDIMM) or Load Reduced (LRDIMM) memory
« With Error Correcting Code (ECC)
* Has a register to pass through address and command signals
« Always use highest speed available, typically DDR4 2,933 Ghz
«  ECC minimizes system crashes
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How Much Memory? SIEMENS
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New CAE clusters should have a minimum of 4GB of memory per core
- Typically CFD workloads will fit into less than 2GB per core
« Always use the fastest memory available

Rough estimates for memory use by Simcenter STAR-CCM+
*  Meshing
« Surface remesher - 0.5 GB per million
* Volume meshing
« Polyhedra - 1 GB per million cells
« Parallel Trimmed cell 1 GB per million cells
«  Solver
+ Single phase RANS with a trimmed cell mesh
+  Segregated solver - 1 GB per 1 million cells
«  Coupled Explicit - 1 GB per 1 million cells
*  Coupled Implicit - 2 GB per 1 million cells
* Polyhedral meshes will need roughly double the memory per cell
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Memory Bottlenecks

The movement of data to the CPU is governed by the memory controller
* Intel Broadwell CPU has two memory controllers (over 12 cores)

+ Intel Cascade Lake CPU has three memory controllers (1.5x performance
improvement)

- AMD EPYC CPU has four memory controllers (2x performance improvement)

Management of the large amounts of data through a controller can be a bottleneck

Data: Intel
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Memory Bandwidth per Core Comparison SIEMENS
Intel Westmere (2010) — AMD EPYC Rome and Intel Cascade Lake (2019) lngenuity for Life

® 6.0 GB/s
m
©)
O 5.0 GB/s
o
(&}
L 400GB/s
L
S
= 3.0 GB/s
©
C
®©
D 200GBIs
S
:
= 1.0 GB/s
0.0 GB/s E5
ES- ES- ES- ES- _ 7472
- wewy 265011 20002 2680w 26973 UM G gave) (skv) @Pv) (cs) P
(BDW)
Cores 6 8 10 12 14 16 18 24 28 32 20 32

Memory Bandwidth 3.4 GB/s 4.3 GB/s 4.8 GB/s 4.6 GB/s 4.1 GB/s 4.0 GB/s 5.4 GB/s 5.8 GB/s 3.8 GB/s 4.4 GB/s 5.2 GB/s 5.3 GB/s
Data: HPL STREAM TRIAD Benchmark
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Input/Output (1/0) SIEMENS
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Key Information

* Many cores writing at once can overwhelm the storage system
« Transient simulations can write large amounts of data frequently

+ Steady simulations typically write data at the end of the simulation

* RAID storage (Redundant Array of Independent Disks)

+ Allow for the possibility of disk failures and/or disk striping for better
performance

- Serial AT Attachment (SATA) drives with RAID have good performance at
reasonable prices

« Small Computer System Interface (SCSI) disks tend to be more expensive
and more robust than SATA drives but performance is about the same

* Historically, a cluster I/0O system had its own dedicated network

+ High performance interconnects such as InfiniBand and Omnipath can handle
both I/O and MPI traffic
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Storage Rules of Thumb

* Local Disk Drives

CFD requires a single simple disk for boot
Hard Disk Drives (HDD) are adequate for local storage
Hybrid hard drives combine HDD with Solid State Drives (SSD)

SSDs typically don’t improve performance over HDD for Computational
Fluid Dynamics (CFD)

SSDs do improve performance for Computational Solid Mechanics
(CSM) when running “out of core”

« If you are performing a CSM analysis that is running out of core

Configure the workstation or nodes with at least 4 disk drives in RAID 0

* Cluster parallel storage

Page 40

Essential for good performance with clusters over 1,000 cores

If you are mixing CFD and CSM workloads, carefully consider disk drive
and memory performance
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Parallel File Systems SIEMENS
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- For larger clusters multiple users means more 1/O
*  NFS doesn't keep up with larger systems/higher demands
- Parallel I/0 systems required so that data access not a bottleneck
« Consist of a number of storage nodes and a number of server/director nodes
« Allows parallel processes to write to parallel servers without the need to serialize
data flow
« Arange of different parallel file systems are available
* Intel Lustre or IBM Spectrum (GPFS) are the dominant file systems

» Lustre is considered harder to manage but improving, Spectrum Storage
more user friendly
HPE IBM Panasas (PanFS)
S——— DDN isilon (OneFs) Example Lustre Storage (large cluster)
Single file system namespace
Cray (Seagate) Hitachi Hitachi Bluearc (SilconFS) from 120TB to petabytes of data
NetApp Lenovo 11 GB/s read and 7 GB/s write
Hitachi
DDN
Huawei

Unrestricted © Siemens 2020
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Parallel 1/0 Performance

Save and restore of the .sim file is optimized for parallel storage
« ~2x speed up compared to serial save/restore on 100 cores
+  Use —pio flag to specify MPI-10

2.0 .
mread ©write

1.5

SPEED GB/S
o

o
o

16 32 64 128
CORES
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256

512

SIEMENS
lngenuity for life

Le Mans race car
17 Million polyhedral cells
Panasas File System

2X E5-2680 v1
8 cores, 2.70 GHz
32 GB 1,600 MT/s RAM

Siemens Digital Industries Software



Disk I/O Throughput Example — Very Large Lustre System SIEMENS

7,000MB/s

6,000MB/s

__5,000MB/s

4,000MB/s

3,000MB/s

Throughput (MB/sec

2,000MB/s

1,000MB/s

OMB/s
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Throughput Range vs. Stripe Count

DrivAer External Aero Benchmark
4.1B trimmed cells

0105 Parallel 1/O Performance
E5-2680 v3
= Max Throughput 2.5 GHz, 12 Core CPU, 128 GB
= Min Throughput RAM
Cray Lustre System
* Lustre or GPFS/Spectrum should be tuned
to take advantage of the storage hardware
available
+ Using the maximum amount of stripes
available will greatly improve Parallel 1/0
264 Performance
94
I » Consult your cluster administrator for best
1-Stripe 64-Stripe practices with your parallel storage
2020-02-26 Siemens Digital Industries Software



Storage Vendors SIEMENS
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Parallel file system vendors
*  Dell EMC Lustre, also sell Isilon

« Cray (now HPE) Sonxeion (formerly Seagate, Xyratech)

« Hitachi Data Systems GPFS and Lustre, also sell Bluarc DDN
+ IBM GPFS Panasas
*  NetApp Lustre Lenovo
- DataDirect Networks GPFS or Lustre Hwawel

Hwawei Lustre
*  Lenovo Lustre

«  Panasas

Hitachi
10%

Intel Lustre or GPFS/Spectrum, coupled with commodity storage hardware
have significant price and performance benefit over “turn key” systems such as
. Source: IDC, June 2016
Panasas, but may require more effort and knowledge to manage
Unrestricted © Siemens 2020
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Interconnects

Rules of Thumb

 For clusters, connection between compute nodes is key to
performance

+ Two characteristics to consider
+ Bandwidth - how much data is transferred
+ Measured in Giga Bytes per second (GB/s)
- Latency — how fast data is transferred
* Measured in Micro seconds (Js)
+ Interconnects should be high bandwidth, low latency
+ Greater interconnect sensitivity for:
« Transient analyses
* Problems with lower cells per core
+ Higher node counts
« Infiniband or Omnipath are usually recommended for clusters

+ Ethernet may have higher latency, lower bandwidth
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Interconnect Rules of Thumb SIEMENS
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« Ethernet 10GB/s (10 Gig/10G) performance is adequate for 2 - 3 nodes, up to ~150
cores

- Ethernet 100GB/s may have acceptable latency for a larger cluster, careful performance
testing is required

« Mellanox InfiniBand ertatelOmnipath-- recommended for 3 nodes and above
« InfiniBand HDR (available now) er-Omnipath-200-{coming-soon)-offers the best

price/performance for interconnect
« 2:1 over-subscription is sufficient

* When using 10G Ethernet for parallel storage

« Full bandwidth may be required for data and storage over InfiniBand
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InfiniBand/Omni-Path Roadmap

Mellanox (acquired by Nvidia May 2019) is currently the dominant provider of interconnects
for High Performance Computing

« Expect major performance improvements and reduced costs in the next few years

* Now — bandwidth increasing to 200 Gb/s, <1 ys (microsecond) latency
*  Mellanox HDR InfiniBand (now)

+ PCle v4 speed improvements will enable InfiniBand to continue increasing speeds

* 100Gb/s Ethernet 10-20 pys (microseconds) latency

** Intel discontinued OmniPath 200 in August 2019.

Future OPA development has been halted
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Ethernet vs InfiniBand SIEMENS
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10 Gig Ethernet performance is ~1.2x slower than InfiniBand up to ~200 cores

« For this test, 10 Gig Ethernet did not scale well above 224 cores Le Mans race car
- Testing on other systems has shown reasonable 100 Gig Ethernet scaling > 400 105 Million polyhedral
cores (Amazon) cells

* 100 Gig Ethernet systems have acceptable latency for larger clusters
* Infiniband/Omnipath does not have scalability limitations

400s
350s
300s
250s
200s
150s
100s

50s

2X E5-2697 v3
14 cores, 2.60 GHz

+ ~1.2x

Protocol 10G 10G 1B 10G 1B 10G IB 10G IB 10G IB 10G 1B
Time 347s 3183 183s 162s 104s 84s 188s 43s 248s 23s 243s 20s 275s 19s
cores 56 56 112 112 224 224 448 448 896 896 1008 1008 1036 1036

Total Elapsed time (s)
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Omnipath 100 vs Infiniband EDR Performance SIEMENS
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120s Almost identical performance
OPA mEDR seen with Infiniband (EDR)
100s compared to Omnipath (OPA)
- Most modern HPC
‘GE',’ 80s architectures
i= support either OPA or EDR
©
2 60s
& Le Mans race car
- 17 Million polyhedral cells
8 40s
e
2x E5-2697A v4
20s 16 cores, 2.60 GHz
I 128 GB 2,400 MT/s RAM
N L
32 64 128 256 512

Cores
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Omnipath 100 vs Infiniband FDR Parallel Scaling SIEMENS
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576 100%
Omnipath _ - Le Mans race car
—— Infiniband FDR - 17 Million
432 - 75% polyhedral cells
o o
= > 2xX E5-2697 v4
D oss - 50% 2 18 cores, 2.30 GHz
o SEN 128 GB 2,400 MT/s
@ RAM
144
29,514
Cells/core
0 , : 0%
0 144 288 432 576

CORES

NOTE: Omnipath supported on Linux only
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Operating System (OS) SIEMENS
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Key Information

« Simcenter STAR-CCM+ certified on a number of different operating systems
* A complete list is found in the installation guide

+ Traditionally Linux has been used on clusters
+ Gives better performance than Windows OS
+ Red Hat Enterprise — RHEL and derivatives like CentOS, Scientific Linux
+ OpenSUSE and SUSE Enterprise
+ Other Linux versions often work but are not supported

* Microsoft Windows
* Windows 10 is recommended for laptops and workstations

+ Not advised for multi-node clusters

- Windows clusters are 1.5 — 2.5x slower than Linux clusters

+ Microsoft Windows server has a suite of tools for cluster management, MPI, job scheduling etc
+ Windows Server 2012 R2 with HPC Pack is supported for clusters
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Operating Systems (OS) Updates

» Good performance on a variety of hardware
« Certify Operating Systems to ensure:
- STAR-CCM+ produces consistent results
* Performance does not regress between
versions

* New:
* RHEL & CentO0S 6.10, 7.4, 7.5, 7.6, (8.0 RHEL
only)
* SLES & openSUSE 12 SP3/SP4/42.3, 15
* Windows 10 May 2019 Update, Windows 7 SP1
* Windows Server 2012 R2 HPC

Unrestricted © Siemens 2020
Page 54 2020-02-26

SIEMENS
lngenuity for life

Linux OS

Red Hat Enterprise Linux (RHEL)
& CentOS 6.10, 7.4, 7.5, 7.6, (8.0 RHEL only)

Supported: Scientific Linux 6.8 - 7.5

SUSE Linux Enterprise Server (SLES)
& openSUSE 12 SP3/SP4/42.3, 15

Supported: Cray Linux (Cluster Compatibility Mode) 7

Windows OS
Windows 10 May 2019 Update
Windows 7 SP1

Windows Server 2012 R2 HPC pack
Supported: Windows Server 2016

Siemens Digital Industries Software



Message Passing Interface (MPI) Updates SIEMENS
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-

+ High performance, low latency communication : :
between cores Primary: IBM/Platform 9.1.4.3
o Cerﬂfy MPI’s to ensure: Secondary: Intel 2018 U1
+ STAR-CCM+ produces correct results Supported: Cray 7.x & SGI >2.11 (HPE Clusters)
- Performance does not regress between OpenMPI 3.1.3*
versions
Windows MP!
F’;O&U;gizaﬁon P'gln o Oper:‘MP' Primary: IBM/Platform 9.1.4.4
. .3 use cmdline switch: —-mpi1 openmpi
Secondary: Intel 2018 U1

* Note: 2020.2 OpenMPI becomes the new default

Supported: Microsoft MS 9 (Windows Clusters)

Unrestricted © Siemens 2020
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Cluster Management Software SIEMENS
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- Software running on cluster to propagate the OS, upgrades, changes to all
nodes
*  Provides views of all nodes from one location
- Ensures all the requisite services are running

» Clusters never as easy to maintain as single instance of an OS, but neither
should it be N times harder for N individual nodes

- Some HPC vendors (HPE, Cray etc) offer a complete “stack” of tools to
manage clusters

- Example of cluster management software:
+ Bright Cluster Manager
» Platform Cluster Manager - IBM Spectrum Cluster Foundation
* has a free, community edition
» Cluster Management Utility (CMU) - HPE
*  Open HPC/Intel HPC Orchestrator (free)
« StacklQ Cluster Manager
+ XCAT —IBM (open source)
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Queuing Software SIEMENS
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With many users accessing shared set of resources, queuing software often needed
«  Submits jobs in an orderly fashion
« Manages resources effectively — applies open CPU’s to queued job

Examples

« Platform LSF - IBM Spectrum Cluster Foundation

* Has a free, community edition

«  OpenLava compatible with LSF (open source)
PBS/Pro — Altair

*  Now part of the Intel OpenHPC project (open source)
Univa Grid Engine

*  Formerly Sun/Oracle Grid Engine (open source)

* Univa Grid Engine (paid)

Adaptive computing

* Maui scheduler (open source)

 TORQUE Resource Manager (open source)

* Moab HPC Suite (paid)

SLURM not currently supported but known to work on some systems
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Example Performance - IBM Platform, Intel MPI SIEMENS
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* General recommendation is to use IBM/Platform MPI for robustness as default MPI
* Undergoes more smoke and regression testing than our non-default MPIs
« Slightly better performance from IBM/Platform MPI over Intel MPI

+ Platform has lower average communication latency, however Intel uses less resident

memory
z 0.8s
UEJ 0.7s
. ~ 0.6s
*  Simcenter % 05
O .OS
STAR-CCM+ v11.06 E
¥ 0.4s
« Turbocharger case W 93s
E5-2680 v1 & 0.2s
Sandy Bridge CPUs % 0.1s
>
< Cores 128 256 512
IBM/Platform MPI 0.69s 0.44s 0.32s
= Intel MPI 0.70s 0.46s 0.35s
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Windows Performance data SIEMENS
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Emlinux ®Windows

N
o

~98% of customers have Linux Clusters
¥ ~1.2x Windows clusters are 1.2 - 2x slower

Not recommended for performance
112 224

CORES

> o

]

448 35
@ 30
Ll
=25
-
Z 20
-
§15
10

5

0

o

® linux =Windows

56

AVERAGE ITERATION TIME
[S
~

AVERAGE |

224 448
CORES
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Example Workstation or Server Blade/Sled SIEMENS
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« 2xCPU’s (20 — 32 cores each)
» High clock speed
« 192 GB memory
* RDIMM/LRDIMM ECC
*  6-8 memory channels
- 8x16GB DIMMs, 2133Mhz
« >800W power supply

« 2 x hard drives
« 500GB SATA drive for OS, swap
- 2TB SATA drive for data
* No significant performance benefit from SSDs (for CFD)

- Mid performance graphics card (not needed for cluster)
- >4GB GDDR5 ECC memory
« Uses Peripheral Component Interconnect Express (PCle or PCI-E) 3/4 x16 bus
*  75-150w power consumption
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Components of a Cluster SIEMENS
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- A typical compute cluster will be made up of multiple nodes

Blade chassis Individual blade For larger (>400 core) servers, a parallel file system is typically attached

[/

Chassis\

Page 62
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4 server sleds in a 2U chassis is a popular HPC cluster configuration for
its cost, density and performance compared to compute blades

» Approximately 70% of new clusters are a 4 sled/2U configuration,
compared to 30% with 16 blade/10U configuration
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Hardware Vendors SIEMENS

lngenuity for Life
Siemens PLM Software maintains close relationships with a number of HPC hardware
vendors, in alphabetical order:
ARM Fujitsu Mellanex{nrow-Nvidia)
AMD HPE NEC
ATOS Hitachi Nvidia
BulHrew-ATOS) Huawei Panasas
CRAY-(rowHPE) IBM Penguin
Cisco Intel Seagate-(now-GRAY)
Dell EMC Lenovo SGHrewHPE)
EMC(rowDelb
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Overall HPC Hardware Market Size (at Q2 2019) SIEMENS
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Market Share HPC is ~20% of server market, Market Share
By Vendor 7.7% yearly growth to 2023 By Cluster Size

HPE
Inspur +SG|

Sugon
Fujitsu +Cray*

Penguin

NEC 37%

ATOS
* HPE Acquired Cray June 2019

Workgroup
<160 cores

<$100,000
Supercomputers

700+ cores
>$500,000

15%

Departmental
250-400 cores

Divisional _
400-600 cores $100- 250,000

$250-500,000

Lenovo
7%

Source: Hyperion, April 2019
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Cluster components - relative costs

+ Relative hardware cost for major components of a typical cluster (larger than 1,000
cores)

Does not include Simcenter STAR-CCM+ licensing cost
Does not include power, cooling or other infrastructure costs
Does not include application licensing costs
Hardware costs are only one part of Total Cost of Ownership (TCO)
This chart is for illustrative purposes only
Beyond Moore’s Law:

transistor counts double every ~2.5 years
core counts double every ~3 years

Cluster prices and power consumption halve every ~4
years:
1,024 core 2011 cluster ~$1,000/core, 15.8w/core

1,024 core 2015 cluster ~$500/core, 8.4w/core
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Representative Cluster Specifications SIEMENS
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The specifications below represent the typical specifications over a range of different
cluster sizes
In all instances it is assumed that each node has 2 x 20 core CPUs
Simcenter STAR-CCM+ scales well up to 2 x 32 core AMD EPYC CPUs
Typical Cluster Size: Small Cluster Medium Cluster Large Cluster
Nodes 4 8 16 32 64 128
Total cores 160 320 640 1,280 2,560 5,120
Fg;;' Node memory 256  256-512  256-512 512 512 1,024
Interconnects 10GigE HDR InfiniBand/100G Omnipath
Storage [TB] ) 10-20 20-40 40 80 160
RAID 5
Storage Type Cl\(l)lr:nSpchJ{\ e F\;gld?cgtzgit;nrgsgtﬁg doen Dedicated Parallel File System
node
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Cluster Summary SIEMENS
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* All components must be balanced

« Parallel clusters are only as good as the weakest link

« Clusters require a number of cooperating software technologies

- Find a single vendor to integrate everything and be the single point of contact

+ Make sure your internal IT staff understands the technology or is willing to grow into it
* If not, consider outsourcing or cloud options
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